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CSC – IT Center for Science
Non-profit state
organization with
special tasks

Turnover in 2017

40,5M€

Kajaani DC
Headquarters
in Espoo,
datacenter in
Kajaani

Owned by state

70%

and all Finnish higher education institutions
30%

Espoo HQ

>350
employees

CSC’s solutions

Computing and software

Data management and analytics for
research

Support and training for research

Research administration
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Solutions for managing and
organizing education

Hosting services tailored to
customers’ needs

Solutions for learners and teachers

Identity and authorisation

Solutions for educational and
teaching cooperation

Management and use of data

ICT platforms, Funet network and data center functions are
the base for our solutions

Solutions for research
Computing and
software
• Supercomputing (Sisu,
Taito)
• Cloud Services (ePouta,
cPouta)
• International Resources
• Scientific software (Elmer)
• Dedicated high
performance network
connectivity (Funet)
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Data Management
and Analytics for
Research
• Data analytics
(Notebooks)
• Software suites (Chipster)
• Data Storage (IDA)
• Data sharing (Funet)
• Discovery of data (Etsin)
• Open research data
(AVAA)
• Research infrastructures

Support and training
for Research
• Expert support
• Scientific simulation
software development
(Elmer)
• Training
• Collaboration platforms
and file sharing (Eduuni,
Funet)
• Video communications
(Funet)

Research
administration
• Research information
management services
(VIRTA)
• Analytics on research
performance
• Bibliometric computing
• R&D statistics (Vipunen)
• Network Coordination
• Enterprise architecture

International collaboration - snapshot

Since 2010, PRACE has granted Finnish
research projects over 725 million hours of
computing time CSC coordinates PRACE’s
training offer and serves as a PRACE Training
Center.
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Sisu - CRAY XC40
• Sisu is intended for the most demanding parallel computing
workload
• Theoretical double precision peak performance 1.7 PFlops
• 1688 nodes
o 3376 Intel Xeon E5-2690v3 processors (40512 cores in total)
o 64 GB memory/node (108 TB in total)
o Cray Aries® interconnect

• First phase 2012
• Second phase 2014
Image: Sisu (c) Cray Inc

Taito – HP cluster
• General-purpose cluster for small and medium-sized workload
with large memory requirements
• Phase 1 (April 2012 – January 2019)
o 576 servers, 2x8 core Intel Xeon E5-2670 (Sandy Bridge) 2,6 GHz CPUs
o Nodes with 64 GB, 256 GB and 1.5 TB memory

• Phase 2 (January 2015 – December 2019)
o 407 servers, 2x12 core Intel Xeon E5-2690v3 (Haswell) 2,6 GHz CPUs
o Nodes with 128 GB and 256 GB memory

• GPU Partition
o 34 Nodes with 2 or 4 Nvidia K80 or P100, respectively
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Cloud services
• ePouta – IaaS (OpenStack)
o Secure cloud for Sensitive data
o 7000 cores, 14000 HT cores

• cPouta – IaaS (OpenStack)
o General purpose cloud
o 5500 cores, 11000 HT cores

• Rahti - PaaS (OpenShift / Kubernetes)
o Container cloud, running on top of cPouta

• Dedicated team at CSC developing CSC cloud solutions on open source solutions
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FAIR Services

10

1.4.2019

11

12

CSC Computing Capacity, 1989–2018
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Data management and computing development project - DL2021
Funding for Systems and Development
• 33 M€ funding 2018-2021 to develop data
management and computing environment

• 4 M€ additional funding for increased AI
capacity (2018)
• Additional efforts (2 M€) for competence
development and new services & support for
novel use cases and emerging user groups
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Data management and computing development project - DL2021
Expanded customer base
• CSC’s DL2021 and Fairdata services are freely
available for open research in universities
and state research institutes
• CSC resources can also be used for teaching
and education use, not only for scientific
research
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Scientific case for the DL2021 architecture
• Work started on the landscape analysis documented in a
report “The Scientific Case and User Requirements for HighPerformance and Data-Intensive Computing in Finland 20172021” (Eds. S. von Alfthan & P. Manninen, 2015)
o https://www.csc.fi/-/sciencecase2017-2021

• We designed the DL2021 infrastructure basing on the six
generalized scientific drivers, which were derived from the
detailed science cases.
o This was done by anticipating the capability needs of specific science
cases and clustering them

Scientific drivers for new infrastructure
Large scale simulations
•
•

•

This group represents traditional HPC, typically utilized by
physics and various related fields.
Challenging scientific questions are studied by massive
computing, for example by high-precision simulations of nuclear
fusion, climate change, and space weather.
Larger, longer, higher fidelity models enabled

Mid-scale simulations
Artificial intelligence
Data-intensive computing
Data-intensive computing for sensitive data
Internet of Things (IoT) and data streams
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Scientific drivers for new infrastructure
Large scale simulations
Mid-scale simulations
•

•

•

These simulations include a wide range of disciplines, ranging
from topics like biophysical studies of cell functions to material
science and computational fluid dynamics.
For this type of simulations, it is particularly important to enable
workflows that allow a large number of simulations and provide
efficient means to handle the resulting data.
The created data requires efficient analysis methods utilizing
data-intensive computing and artificial intelligence.

Artificial intelligence
Data-intensive computing
Data-intensive computing for sensitive data
Internet of Things (IoT) and data streams
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Scientific drivers for new infrastructure
Large scale simulations
Mid-scale simulations
Artificial intelligence
•

•
•
•

•

Machine learning methods are applied to many kinds of scientific
challenges, and their use is rapidly expanding to various scientific
disciplines, including life sciences, humanities and social sciences.
Machine learning is typically applied to analysis and categorization of
scientific data.
Also integral part of HPC simulations or simulation workflows
Easy access to large datasets, like microscope images and data
repositories, is crucial for the efficiency of the artificial intelligence
workload.
For example natural language research, business applications, computer
vision

Data-intensive computing
Data-intensive computing for sensitive data
Internet of Things (IoT) and data streams
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Scientific drivers for new infrastructure
Large scale simulations
Mid-scale simulations
Artificial intelligence
Data-intensive computing
•
•

This use case covers analysis and computing with big data based
on extensive source material.
The largest group of data-intensive computing users at CSC are
currently the bioinformaticians. Other large user groups include
language researchers and researchers of other digital
humanities and social sciences.

Data-intensive computing for sensitive data
Internet of Things (IoT) and data streams
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Scientific drivers for new infrastructure
Large scale simulations
Mid-scale simulations
Artificial intelligence
Data-intensive computing
Data-intensive computing for sensitive data
•

•

•

Research material often contains sensitive information that
cannot be disclosed outside the research group and is governed
by a number of regulations.
In addition to the needs of data-intensive research in general,
managing sensitive data requires e.g. environments with
elevated data security and tools for handling authentication and
authorization.
Some examples include biomedicine dealing with medical
reports and humanities and social sciences utilizing information
acquired from informants and registries.

Internet of Things (IoT) and data streams
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Scientific drivers for new infrastructure
Large scale simulations
Mid-scale simulations
Artificial intelligence
Data-intensive computing
Data-intensive computing for sensitive data
Internet of Things (IoT) and data streams
•
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Many important scientific datasets consist of constantly updated
data streams. Typical sources for these kinds of data streams
include satellites with measuring instruments, weather radars,
networks of sensors, stock exchange prices, and social media
messages. Additionally, there are data streams emanating from
the infrastructure and between its integrated components.

Scientific drivers for new infrastructure
• Real workflows contain elements from many of these drivers
• Convergence of AI and HPC a clear trend in new HPC projects
o Pre-conditioning of the system
o Using deep neural networks for replacing parts of the simulation models
o Speed up the simulation or to improve the model by bringing in additional physics.
o Learn a full simulation model, and enable very fast approximate solutions
o Unraveling insight from the data produced by massive simulations
o Learn and generalize - enable AI to predict new behaviour

• Material science: Predicting material behaviour from simulations – new
compounds, dislocations, improved force fields...
• AI workloads are ever more scalable - common GPU partition
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MSS
DIC
AI

Scientific drivers for new infrastructure
• Importance of data and storage
o High BW, high IOPS
o Large scratch area for simulations

Memory
Local storage
Burst buffers

• Rich data environment
o Reliable storage of large datasets
o Sharing of data
o Shared project life time storage for all
CSC systems (cloud, HPC)

• Support data streams
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Fast parallel scratch
storage

Large common project storage
for all systems – CEPH object
storage

DL2021 real-world examples - large-scale simulations
• World’s most accurate model on space weather,
Vlasiator
o Simulate the entire near-Earth space at a global scale using
the 6D kinetic hybrid-Vlasov approach, to study
fundamental plasma processes ((reconnection, particle
acceleration, shocks) and gain a deeper understanding of
space weather.
o PI: Prof. Minna Palmroth, University of Helsinki
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DL2021 real-world examples - medium-scale simulations & dataintensive computing & data streams
• Atmospheric feedback mechanisms
o In study of climate change, understanding feedback
mechanisms is crucial for because they may either amplify
or diminish the effect. Therefore these are key for
determining the climate sensitivity and future climate.
o This research involves various environmental
measurements, satellite data and multiscale modelling. The
multiscale models research start from nanoscale (quantum
chemistry), reaching out towards global atmospheric
models.
o PI: Prof. Markku Kulmala, University of Helsinki
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DL2021 real-world examples - data streams & data-intensive
computing with sensitive data
• Whole-genome analysis of cancers and patients
o Unravel the genetic components of human cancer
susceptibility
o Develop computational methods to fully benefit from the
massive influx of data from multiple high‐throughput,
whole‐genome scale experiments.
o The goal is to translate these findings into clinical benefits,
such as novel approaches in cancer risk prediction,
prevention, diagnosis, and treatment.
o PI: Prof. Lauri Aaltonen, University of Helsinki
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DL2021
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The new Finnish research infrastructure for data management and
computing
Balanced HPC ecosystem for supporting the six drivers

Puhti – computing cluster
• New Intel Cascade lake CPU architecture
• In total more than 30 000 CPU cores
• Floating point performance is 2.0 Petaflops

• Infiniband HDR interconnect between nodes
• First machine in the world !

• 4.9 Petabytes work disk for data under active use
• Shared with GPU partition

• Installations starting March 2019 in Kajaani
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Puhti-AI partition
• New Intel Cascade lake CPU architecture
o VNNI instructions for AI inference workloads

• 80 nodes with 320 GPU’s
o 4 NVIDIA V100 (32 GB) GPUs / node, NVLink
o Floating point performance is 2.5 Petaflops
o 3.2 TB local NVME memory -BeeOND

• Supported frameworks
o Caffe, Tensorflow, Keras, PyTorch
o Massive mult-node workloads with Horovod et al.
o Higher-level frameworks

• Cloud and container cloud environments,
also including GPU capacity
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Puhti-FMI partition
• An additional partition for the Finnish Metorological
institute
oFocused on research workloads

• Turn-key solution for the FMI – procurement –
installation & acceptance – operating
• In total about 10 000 cores – fully integrated into the
Puhti interconnect
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Mahti -supercomputer
• Atos BullSequana XH2000 with
AMD EPYC Rome system CPUs
• About 200 000 cores in total
• Especially for large scale simulations, but also for other
use case
• Floating point performance is 6.5 Petaflops

• Installation in end of 2019
• 8 Petabytes of work disk
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Allas

• New storage service for all computing and cloud
services

• 12 Petabytes of storage space for data stored over
the life-time of a project
• Object storage based on CEPH
• Rich set of data management features to be built on
top of it, initially S3 and Swift APIs supported

• Data can be shared publicly to Internet, which is
otherwise not
possible in HPC
system.
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DL2021 - Competence development
• User support and training
• Data management in DL2021 environment
oePouta remote desktop
oCold storage interface for the sensitive data management middleware
oAutomated high scale data transfers to CSC’s Sensitive data platform

• New technologies and methods
oContainer technologies
oMicroservices for science
oStream data processing
oMassively parallel GPU-based machine learning
35
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CSC datacenter & EuroHPC
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EuroHPC
• The EuroHPC Joint Undertaking will pool EU and national resources in High-Performance
Computing (HPC)
o acquiring and providing a world-class petascale and pre-exascal supercomputing and data infrastructure
for Europe's scientific, industrial and public users
o supporting an ambitious research and innovation agenda to develop and maintain in the EU a world-class
HPC ecosystem, exascale and beyond

• The EuroHPC declaration has been signed by 28 European countries
• EU has budgeted 300 M€ for the first generation of EuroHPC systems
o 250 M€ for 2 or more “precursor to exascale” systems

• Finland leading consortium competing for hosting of one of the flagship (pre-exa) systems
to be hosted in CSC’s Kajaani Data Center
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CSC datacenter in Kajaani –
One of the world’s most ecoefficient datacenters!
State-of-the-art datacenter technology
enables world-class eco-efficiency and
zero carbon footprint.
• Modularity
• Easy expansion
• Free air cooling all year round
• Fast and reliable Funet network

Space: 3 000 m2
(option to 4 000 m2)
Power capacity: 10 MW (redundant,
scalability up to hundreds of MW)
Annual PUE: 1,03 (2015)

EuroHPC Consortium
• Finland has collected a consortium for a joint tender
• Vast consortium with strong national HPC centers
and competence gives an unique opportunity for knowledge
transfer and sharing and providing user support for the
system
• Datacenter operating expenses very low – unique opportunity
to provide more compute, bandwidth and storage for the
users
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EuroHPC Consortium
• Finland has collected a consortium for a joint tender
• Vast consortium with strong national HPC centers
and competence gives an unique opportunity for knowledge
transfer and sharing and providing user support for the
system
• Datacenter operating expenses very low – unique opportunity
to provide more compute, bandwidth and storage for the
users
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CSC – IT Center for Science Ltd.

https://www.facebook.com/CSCfi

Sebastian von Alfthan
Sebastian.von.Alfthan@csc.fi

https://twitter.com/CSCfi
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