
HPC Efficiency and Scalability through 
Best Practices: Lessons Learned  

Joshua Mora, PhD on CFD and HPC, 
AMD, Research and Development for HPC

Abstract: In this talk we would like to expose the rationale behind the
consolidatedmethodologiesor best practicesthat the HPCAdvisoryCouncil
follows in the analysisof a variety of HPCworkloads with their specific
complexities. Understanding what is capable the architecture and the
different subsystems,how the applicationand other software stackstresses
the hardware,and the tools that are usedfor that analysis,are the meansby
whichwe pursuethe highestefficiencyandscalabilityof HPCsolutions.
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Methodologies for defining 
efficient and scalable HPC solutions

Å Understanding workload requirements (metrics)
ï For decision makers: Runtime, productivity (performance and power 

consumption) , Total Cost Ownership.
ï For the technical staff (R & D of the application) : SW-HW interaction, 
ŜŦŦƛŎƛŜƴŎȅΣ ǎŎŀƭŀōƛƭƛǘȅΣΧΦ ƻƴ ǘƻǇ ƻŦ ǊǳƴǘƛƳŜ ŀƴŘ ǇǊƻŘǳŎǘƛǾƛǘȅΦ

Å Choosing System and Subsystem Architecture for HPC
ïBoard, processors, memory, network, storage

Å Choosing Software Stack for HPC 
ïBIOS, firmware , OS, drivers, file system, Compilers, Math and 

Communication Libraries, job schedulers

Å Choosing Monitoring Tools
ïProfiling the application
ïProfiling the system (performance and power consumption)

Å Analysis/Advisory of the HPC solution
ïPutting all together for the decision maker
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Understanding workload requirements
Å For decision makers: 

ï Runtime (elapsed  time , seconds, minutes, hours, days, weeks)
ï Performance (GFLOP/s, GB/s, transactions/s, IO OP/s)
ï Power Consumption ([k,M]W per job, rack, cluster, per year, electric bill) 
ï Productivity (jobs per day, number of days for batch of jobs, volume of data 

processed/stored for those jobs)
ï Total Cost Ownership ( finance/purchase/leasing cost, 

maintenance/support/reliability/availability cost, electric bill)

Note:  ¢ƘŜ ǳƴŘŜǊƭƛƴŜŘ ǇŀǊǘ ƛǎ ǿƘŀǘ L ƴŀƳŜ ƳƻǾƛƴƎ ŦƻǊǿŀǊŘ ƛƴ ǘƘƛǎ ǎƭƛŘŜ άƘŜŀŘŀŎƘŜǎέΦ

Å Example:  2 year contract for Oil and Gas company to run Reverse Time 
Migration in house software every other month with 30000  brand new shots 
(it translates to simulation jobs) that take average 10 hours per job on X HPC 
infrastructure. with a total of 3 weeks without stopping. 

ï Efficiency questions: How do you get that work done, with Y HPC infrastructure, in half 
ǘƘŜ ǘƛƳŜ Κ ƛƴ ƘŀƭŦ ǘƘŜ ǎǇŀŎŜ Κ ǿƛǘƘ ƘŀƭŦ ǘƘŜ ŜƭŜŎǘǊƛŎ ōƛƭƭ Κ ²ƛǘƘ ƘŀƭŦ άƘŜŀŘŀŎƘŜǎέ Κ 

ï Scalability questions: Can you get done, with Z HPC infrastructure, twice the jobs in 
same time, within same space and same cooling and same electric bill as X HPC 
ƛƴŦǊŀǎǘǊǳŎǘǳǊŜΚ  ²ƛǘƘ ǎŀƳŜ ƻǊ ƭŜǎǎ άƘŜŀŘŀŎƘŜǎέΚ

total shots hours/shot/computer total hours total days 3 weeks in days # computers W / computer total kW kWh cost electric bill

30000 10 300000 12500 15 833 350 291.7 0.15 15750
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Understanding workload requirements
Å For the technical staff (R & D of the application) 

ï SW-HW interaction: When a piece of SW is doing its work, what parts of the HW 
are being stressed?  Breakdown per subsystems and their interactions.

Example:  MPI intra node (shared memory) stresses local memory and remote memory 
through coherent HT , while MPI internodestresses the aforementioned ones plus 
non coherent HT , chipset , NICs/HCAs, proprietary interconnects.
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ï Efficiency: understanding the theoretical and real performance that a 
subsystem can achieve (through simulations and micro benchmarks that are 
HW aware), and then looking at how the application stresses that subsystem.

Example:  On AMD Magny-cour processor, the theoretical FLOP per core is 4 
FLOP/clock/core at 3 instructions being retired per clock (IPC). DGEMM from ACML 
achieves 2.8 IPC which means an efficiency of 2.8/3=0.93.  Real applications well 
optimized with assembly kernels such as in GROMACS, can achieve an IPC of 1.25 
in average (it actually oscillates between 1.0 and 1.5), which is less than 50% of 
theoretical FLOP.
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Example:  On AMD Magny-cour processor, the theoretical memory bandwidth at 
DDR3-1333 is 1.3GHz*4channels*8B/channel=42.6GB/s. STREAM will report 
though about 27.5 GB/s/processor which leads to an efficiency of 64.5%. Real 
applications well optimized with SW prefetchersand non temporal stores (data not 
kept in caches and written directly into main memory bypassing caches) such as in 
3D finite difference in Cartesian grids arising on CFD software such as in Large Eddy 
Simulation with high order schemes, are fairly memory bandwidth demanding and 
could achieve 10*2=20GB/s/processor, which is less than 50% of theoretical GB/s, 
and >95% achievable/real memory bandwidth.
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Continuation
ï More efficiency questions (Theoretical vsmaximum achievable vsreal 

applications) on IO subsystems: cHT, ncHT, (multi) chipsets, (multi) HCAs, 
(multi) GPUs, HDs, SSDs.

ï Most of those efficiency questions can be represented graphically. 

Example: roofline model (Williams), which allows to compare architectures and how 
efficiently the workloads exploit them. Values obtained through performance 
counters.

Understanding workload requirements
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Å Scalability: There are many factors that can affect/constrain the scalability of the 
applications on a HPC system when going to large core count, both within the compute node 
and across the whole system. The scalability analysis can help you answer questions such as, 
can I make the run twice as fast with twice resources (speed up)? Or, can I run twice 
workload with double resources within same time (productivity)?

Example of Algorithm scaling: convergence rate of iterative methods degrade with number of 
cores. Problem becomes more ill-conditioned or block domain becomes loosely coupled. 
Preconditioners, multigrid can help accelerate convergence. 

Example of Software scaling: MPI overheads of two side versus one side (MPI Isend/ Irecv) 
asyncrhonouscalls (MPI Put). OpenMPoverheads creation/destruction parallel regions. 
Syncrhonizationpoints (MPI Barrier), collectives. Local versus remote allocation on NUMA 
architectures. There are swlibraries that help reduce remote traffic by placing processes and 
threads for as much local memory access as possible (ie. reduce remote traffic) such as  PLPA 
(obsolete),numactl, HWLOC, ForestGOMP.(at INRIA) Eg. MPI process per die, openMP/P 
threads within die. Elimination of synchronous overheads by task/dependency/event based 
work (eg. SMP SuperScalarat BSC).

Example of HW scaling: More cores process more data. Memory controller and (non) coherent 
HT needs to handle it. EgAMD Magny-coursprocessor based systems  process twice data 
with respect to previous generation processor Istanbul. Networking interconnect per 
computer needs to accommodate twice traffic (ie. sustain low latency for those many cores 
[upto 48 cores], double bandwidth).

Understanding workload requirements
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Choosing System and Subsystem 
Architecture for HPC

Å Board: 

ï 2 socket G34 (16-24cores), properly balanced for local and remote socket 
traffic through x16cHT and enhanced x8cHT. Single rail IB for moderate 
network bandwidth requirements (5GB/s bidir), multirail IB for high network 
bandwidth (10GB/s bidir). If not enough, then ratio of 1G34/1chipset, 4 QDR 
IB cards (20GB/s bidir). 

ï 4 socket G34 (32-пуŎƻǊŜǎύΣ ǎǳƛǘŀōƭŜ ŦƻǊ άƭƻŎŀƭέ ƘƛƎƘ ŘŜƴǎƛǘȅ ŎƻƳǇǳǘŀǘƛƻƴΦ ¢ƻƻ 
many cores for remote (mostly x8cHT) and network bound computation. Great 
for huge memory foot print applications (12 dimmsper G34 socket, 4GB 
dimmsat sustained 1333MHz, yields 192GB at 110GB/s aggregated, 0.42 peak 
TFLOP under 1kW at 2.2GHz core frequency).
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Å Processors :

ï 8-12 cores per processor, 2 dies 4-6 cores each connected through x16cHT 
(13GB/s bidirectional local bandwidth per die, 7GB/s bidirectional remote 
bandwidth between dies on). Properly balanced local/remote bandwidth. In 
order to exploit the processor properly, a real application should not do local 
access, computation, remote access, network access, all at the same time in 
order to prevent running out of resources to process data.  Example, openMP
only applications on NUMA machines with heavy memory bandwidth 
requirements can be resource limited in traffic processing hence having the 
cores to wait for data to get into caches for number crunching.

ï 8 cores will enjoy higher memory bandwidth and higher core frequency since 
total power envelope is distributed among less cores. 12 cores will enjoy 
higher aggregate FLOP at same power envelop provided there is no constrain 
ƛƴ άŦŜŜŘƛƴƎέ ǘƘŜ ŎƻǊŜǎ ŦǊƻƳ ƭƻŎŀƭκǊŜƳƻǘŜ ƳŜƳƻǊȅΦ

Choosing System and Subsystem 
Architecture for HPC
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Å Processor continuation:

Overall (average workloads) low power processors and low core count have 
the highest performance/Watt metric. On memory bound applications (both 
latency and bandwidth sensitive) the cores stay most of their time waiting for 
data to get into caches (eg. IPC < 0.5 out of 3). Therefore power consumption 
is significantly low. Core frequency will help on latency sensitive applications 
but will do little on bandwidth sensitive applications. Therefore low power and 
low core frequency and high core count, are the sweet spot.

Choosing System and Subsystem 
Architecture for HPC
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ÅMemory: 
ï G34  has 2 dies and each die has 1 northbridgethat routes traffic to two 

memory channels that are interleaved and to 3 coherent HT links x16. Links 
can be split in 2 x8cHT to allow flexibility in the configuration of topologies for 
better suitability  to well understood workloads (local, I/O).  Therefore 1 core 
within G34 socket cannot enjoy local memory access of 4 channels, only 2.

ï Multiple dimmsper channel add capacity at sustained memory frequency and 
hence bandwidth with marginal increase in bandwidth.
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Choosing System and Subsystem 
Architecture for HPC

ÅMemory: configuration in NUMA or node interleaved depending on the 

application carateristics.

ï Example: Non NUMAaware openMPapplications with high memory 
bandwidth requirements will run better in interleaved mode. Better though to 
rewrite to exploit NUMA architectures.
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Å Network:

ï Management (IPMI)/network boot over 1Gbit network.

ï MPI network over QDR IB single rail(for low latency and high bandwidth) and QDR IB 
multirail (for message rate and very high bandwidth and reliability).

ï IB is a must for large scale applications which are sensitive to network latency.

ï 10Gbit with/without TCP OfloadingEngine for low latency moderate bandwidth. MPI 
and File I/O.

Å Storage:

ï Local:  Diskless, Ram based, very high bandwidth , low latency,  but the cons is that it 
steals RAM from applications. Disks such as SAS, SSDs, HW RAID 0 for local scratch.  
Metrics of performance IOP/s, reads, writes in MB/s for a given record. Serialized, 
ŎƻƴŎǳǊǊŜƴǘΦ  .Ŝ ŎŀǊŜŦǳƭ ǿƛǘƘ ŦƛƭŜ ōǳŦŦŜǊ ǘƘŀǘ άŜŀǘέ ƳŜƳƻǊȅ ŦǊƻƳ ŀǇǇƭƛŎŀǘƛƻƴǎ ŀƴŘ ǳƴƭŜǎǎ 
released, applications can run out of local memory and start allocating/using remote 
memory. It shows as degradation of performance over time.

ï Shared:  NFS, PNFS, [G]Luster, GPFS,SFS,.. for usage with MPI-IO, metric is in [G,T]B/s.   
Experimented with RAM based NFS over multirail IB (rnanetworksachieving 20GB/s, 
demo at ISC09, youtubevideo)

Choosing System and Subsystem 
Architecture for HPC
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QDR IB switch
Å36 ports

FAT NODE in 4U
Å8xSix-core @  2.6GH
Å256GB RAM @ DDR2-667
Å4xPCIegen2
Å4xQDR IB , 2x IB ports
ÅRNAcache appliance

CLUSTER NODE  01 in 1U
Å2xSix-core @ 2.6GHz
Å16GB RAM @ DDR2-800
Å1xPCIegen2
Å1xQDR IB, 1 IB port
ÅRNAcache client

CLUSTER NODE  08 in 1U
Å2xSix-core @ 2.6GHz
Å16GB RAM @ DDR2-800
Å1xPCIegen2
Å1xQDR IB, 1 IB port
ÅRNAcache client
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Choosing Software Stack for HPC 
Å OS: In order to support AMD Magny-coursit s necessary an abstraction layer that 

supports for multi die within the socket. OS Linux kernel 2.6.32.x. supports that. 
examples: RHEL/CentOS5.5, SLES11SP1

Å BIOS, firmware and drivers: Upgrade periodically them since there is functionality, 
reliability and noticeable performance impact at each upgrade.(specially at early 
stages within production/release)

Å Compilers: Open64, PGI, GNU, Intel. Each compiler has their strengths/leadership 
for a period of time. They have to be reassessed for a given application at the time 
of making decisions. Compilers are cheap compared with the drasticaleffect it can 
do on your application, when being run on a 2 Million dollar HPC system. A boost 
on 10% could mean a 200k savings at same performance an underperforming 
compiler.

Å Math libraries: ACML, MKL, Goto, Spiral, ..very, very HW aware. Rely on them in 
order to exploit the hardware investment.

Å Communication libraries:  MVAPICH2, OpenMPI, Platform MPI, Intel MPI,..critical 
to exploit NUMA architectures, shared caches, cHT, multirail, collectives, one side, 
fault tolerance, threading.  The latestson it: limic2, knem, hwloc, collectives 
offload.
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Choosing Monitoring Tools
Å Profiling the application
ï Gprof, oprofile,PAPI,CodeAnalyzer, MPE,..
ï In order to detect hotspots(eg. 10% top functions) and performance 

improvements on those sections of the code that are being tuned.
ï Hard to use if flat profile (all functions spend equal time).

Å Profiling the system (performance)
ï Oprofile, PAPI, CodeAnalyzer, internal tools,..
ï In order to identify SW-HW interactions and inefficiencies.

Å Profiling the system (power consumption)
ï To identify what portions of the code spend most power. In order to make the 
ǎƻŦǘǿŀǊŜ άƎǊŜŜƴŜǊέΦ

ï9ȄŀƳǇƭŜΥ /ƻƭƭŜŎǘƛǾŜǎκ.ŀǊǊƛŜǊǎ ǿƛƭƭ ƳŀƪŜ ǘƘŜ ǎƻŦǘǿŀǊŜ ǘƻ ƘŀǾŜ ƳƻǊŜ άǿŀƛǘέ 
times, hence reducing power consumption. Allowing cores to change 
dynamically the core frequency may or may not impact on performance while 
reducing power consumption. 

ï Power consumption caps can reduce significantly power consumption with 
minor performance impact and hence to control power and cooling costs.
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Choosing Monitoring Tools
Å Monitoring Thermal throttling

Example: System set into a thermal chamber at 40C (~102F), running HPL and 
slowing down (tampering) the RPMs of the fans to raise temperature in the case of 
the processors P0,P1 to Temperature of Control and therefore to induce thermal 
throttling protection mechanism. Simulating either fan failure or hot air through 
chassis.

ï HPL efficiency is very low 57%. Without throttling we can achieve 86% 
efficiency. 50% of the time in P0  (2200 MHz) and 50% of the time in P4 
(800MHz), equivalent to 85% efficiency at average of 1500MHz (P0+P4)/2 
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Analysis/Advisory of the HPC solution
Å Putting all together for the decision maker

ï Iterative/refinement process to meet all the requirements/constrains

ï Knowledge of workload: performance requirements, SW-HW interactions

ï Knowledge of system and subsystem real/achievable performance

ï Choosing the suitable HW and SW stack for the workload.

ï Running / Profiling / Monitoring  (performance/power) workload under HPC solution prototype 
to verify it meets the requirements/constrains.

ï Conclusions/Summary on a proposed HPC solution for a given workload

Å HPC Advisory Council tries through their network of HPC experts to provide a reliable methodology in 
the process of defining or exploring HPC solutions (processor, network, storage, accelerators, any 
technologies) on a case by case basis.

ÅWe welcome PEOPLE to join HPC Advisory council with new 
ideas/methodologies on how to analyze workloads and expose 
them clearly through HPC oriented workloads to benefit the HPC 
community.

Trademark Attribution: 

AMD and combinations thereof are trademarks of Advanced Micro Devices, Inc. HyperTransport is a licensed trademark of the HyperTransport Technology 
Consortium. Other names used in this presentation are for informational purposes only and may be trademarks of their respective owners. 
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